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ABSTRACT: Solving standard continuous-time algebraic Riccati equations using the structure-
exploiting Hamiltonian approach is briefly presented. A recently developed solver based on the 
SLICOT Library subroutines is applied to examples from the large COMPleib collection. The 
numerical results show similar or better accuracy (in terms of the relative residuals) in comparison 
with the state-of-the-art MATLAB solver. Moreover, the new solver is faster for moderate size 
Riccati equations. 
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NOI REZULTATE ÎN REZOLVAREA ECUAŢIILOR ALGEBRICE RICCATI CU 
REZOLVITOARE HAMILTONIENE – REZUMAT: Se prezintă succinct rezolvarea 
ecuaţiilor algebrice Riccati standard continue utilizând abordarea Hamiltoniană, care exploatează 
structura problemei optimale. Se utilizează un rezolvitor recent elaborat, bazat pe subrutine din 
biblioteca SLICOT, aplicat exemplelor din ampla colecţie COMPleib. Rezultatele numerice indică 
o precizie similară sau mai bună (în termenii reziduurilor relative) în comparaţie cu rezolvitorul de 
mare reputaţie din MATLAB. În plus, noul rezolvitor este mai rapid pentru ecuaţii Riccati de 
dimensiuni moderate. 

Cuvinte cheie: ecuaţii algebrice Riccati; matrice Hamiltoniene; algoritmi numerici; algebră 
liniară numerică; exploatarea structurii.

1. INTRODUCTION 

The very competitive and globalized economy 
nowadays puts a serious pressure on companies to 
innovate, to reduce energy and material consumption, 
to optimize the production flows and the quality of 
their products or services. Advances in computing 
technology and algorithms have driven innovation 
and economic growth, especially in the developed 
countries. Optimization is one key mathematical and 
numerical tool for approaching nowadays challenges. 
Many optimization techniques for dynamical systems 
involve the solution of algebraic Riccati equations 
(AREs). The standard continuous-time ARE (CARE) 
is defined by 

0, 	, 1 	 

where ∈ , ∈ , and , , and  are 
symmetric matrices of suitable size. A matrix 

 satisfying (1) is a CARE solution. Well-
known stabilizability and detectability conditions 
ensure the existence and uniqueness of a positive 
semi-definite solution ∗	 0. Various numerical 
methods have been proposed to solve (1). Several 

techniques and algorithms, e.g., in (Laub, 1979; 
Mehrmann, 1991; Sima, 1996), and associated 
software, e.g., in MATLAB (MathWorks, 2011) or in 
the SLICOT Library (Benner et al., 1999, 2010; Van 
Huffel et al., 2004; Sima et al., 2012), use the stable 
invariant subspace of the related Hamiltonian matrix 

,                                                   (2) 

which has special structure and symmetry properties. 
For instance, , where  has  and  as 
(1,2) and (2,1) blocks and zero matrices on the block 
diagonal, and  denotes the identity matrix of order 

. The spectrum of  is symmetric with respect to 
both real and imaginary axes of the complex plane. 
Most implementations, such as care in MATLAB 
and several SLICOT subroutines, use , but without 
exploiting its structure; indeed, standard Schur 
decomposition for general matrices is used for 
computing the stable invariant subspace. 

The paper intends to assess the performance of a 
new, structure-exploiting solver, in comparison to the 
state-of-the-art MATLAB solver, care. The large 
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collection of dynamic systems examples, COMPleib 
(Leibfritz and Lipinsky, 2003), is used as a 
benchmark. This collection contains models from 
various industry and science domains; their sizes 
vary from less than ten to several thousand state 
variables, and some models are ill-conditioned or 
badly scaled, which make them highly challenging.  

2. BASIC THEORY 

If  is dichotomic, i.e., its spectrum does not include 
purely imaginary eigenvalues, it has a Hamiltonian- 
Schur form (Paige and Van Loan, 1981) 

 

0
	,                                                      (3) 

where  and  is upper quasi-triangular (i.e., 
upper block diagonal with 1 1 and 2 2	diagonal 
blocks, corresponding to real and complex conjugate 
eigenvalues, respectively). This result has been 
extended to the case when  has eigenvalues on the 
imaginary axis, see (Benner et al., 1997) and the 
references therein. However, attempts to use 
modifications of standard QR-like methods, in order 
to obtain the form (3) via a strongly backward stable 
O( ) method, are generally hopeless. Structure-
exploiting methods to compute the eigenvalues and 
invariant subspaces of 	proposed in (Benner et al., 
1997, 1998) use a symplectic URV-like 
decomposition, 

0
	

0
,           (4) 

where , , ∈ ,  is upper triangular,  is 
upper quasi-triangular, and  and  are orthogonal 
symplectic matrices. (A matrix  is symplectic if 

. This implies that an orthogonal 

symplectic  must have the form .) 

Clearly, (4) uses non-similarity transformations, 
contrary to the standard QR algorithm. The 
eigenvalues of  are the positive and negative square 
roots of the eigenvalues of the matrix , and they 
can be computed without multiplying  and  via the 
periodic QR algorithm (Bojanczyk et al., 1992). 

Let λ(  be the spectrum of a matrix , and λ ,  
λ , and λ  denote the subsets of  λ(  of 
eigenvalues with negative, zero, and positive real 
parts, respectively. Let Inv-( ),  Inv0( ), and  Inv+( ) 
denote the associated invariant subspaces of  
correponding to these subsets. The basis for the 
structure-exploiting Hamiltonian approach for 
computing invariant subspaces is the following result 
(see Theorem 3.1 in (Benner et al., 1997), rephrased 
below):  

Theorem 1. Let  be a 2 2  real Hamiltonian 
matrix having an even number of purely imaginary 
eigenvalues (with multiplicities counted), and define 

0
0
	.                                                          (5) 

 

Then there exists a 4 4  orthogonal matrix   
such that 

0
,                                               (6) 

 

is in Hamiltonian-Schur form and λ ∅. If  is 
dichotomic, then λ(  = λ . Moreover, , 
where 

0
0 0

0 0
0

0
0 0

0 0
0

,                                              (7)  

and  is a 4 4  orthogonal symplectic matrix. 

Therefore, the matrix performing the decomposition 
(6) when λ ∅ is a block permutation of the 
rows of an orthogonal symplectic matrix. Using the 
two URV decompositions of  in (4), Theorem 2.1 in 
(Benner et al., 1997) shows that Inv ̶ ( ) 	and 
Inv+( )  are spanned by the columns of the 
matrices  and , respectively, 
where ,  are included in Inv0( ), and  

0
, 

0
, 

:   is an orthogonal matrix such that 

0
0

:	 Σ Γ	
0 Δ

                                     (8)  

is in real Schur form with Σ, Δ ∈  upper quasi-
triangular, and λ(Σ 	= λ(Δ , λ Σ ∅, and 	and  
are submatrices of the 4 4  orthogonal 
symplectic matrix , 

0
0

0 0
0

0 0
0

0
0

,                                         (9) 

such that  has the required eigenvalue ordering, 
with 

≔
0

0
0

0 .                                 

The spectrum separation in (8) can be done using the 
standard QR algorithm and eigenvalue reordering, 
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but the special structure is exploited in the SLICOT 
subroutine MB03ZA. If  is dichotomic, then 
Inv0( ) ∅, hence  and  are also empty sets, 
and the columns of the matrices  and 

 span the stable and unstable invariant 
subspaces of , respectively. Orthogonal bases of 
these subspaces are computed using, e.g., QR 
factorization with column pivoting. 

3. IMPLEMENTATION ISSUES 

The SLICOT subroutine MB03XD computes the 
URV decomposition (4) and the eigenvalues of the 
matrix , and the subroutine MB03ZD computes 
bases for Inv-( ), or Inv+( ), or both, for a 
dichotomic . Actually, for solving a CARE, it is 
possible to skip the last QR factorization step. 
Indeed, as ≔  and range 	 		  
both span Inv-( ), and Inv-( ) is isotropic with 
respect to the inner product defined by , then 
	 		 	 	 			 	 0, so that  is the 

solution of , where 	 		 , with 
,  ∈ . This has been recently added as a new 

option, referred to as computing the range vectors, in 
the subroutine MB03ZD. As seen above, 2  vectors 
of length 2  are computed and used to get a basis. 
However, if λ(  is included in λ  in (5), i.e.,  
has no purely imaginary eigenvalues, then the range 
of		 	  is included in Inv-( ). It is possible to 
check if the columns of 	 			0	

	 			0	 	 span Inv-( ) and end the 
computations if this is true. The subroutine MB03ZD 
has an option to use just  vectors to compute bases 
of invariant subspaces, instead of 2  vectors. In that 
case, the computations simplify. The option with  
vectors is therefore faster than that with 2  vectors, 
but it can be less accurate; moreover, it is possible to 
miss some basis vectors. Tests to detect possibly 
inaccurate subspaces, due to rounding or cancellation 
errors, when  vectors are used, have been added. 

When the problem data matrices are badly scaled, the 
accuracy of the results may be poor. The accuracy 
can be improved using balancing. This is the default 
option in the MATLAB function care, but the 
Hamiltonian structure is not exploited. SLICOT 
subroutines incorporate a structure-preserving 
balancing option, based on (Benner, 2001). 
Symplectic similarity transformations are first used to 
isolate eigenvalues in the leading 1 elements on 
the diagonal of  in (2), and then diagonal similarity 
transformations are applied to rows and columns 
∶ 2 1 to make the rows and corresponding 

columns as close in 1-norm as possible. Both steps 
are optional. The use of the balancing option proved 
to be very useful for solving several COMPleib 
benchmark examples in Section 4. The tests also 
offered the opportunity to fix few bugs in the 
SLICOT routines MB04DI, which applies the inverse 
balancing transformations, and MB03XP, which 

computes the periodic Schur decomposition and the 
eigenvalues of a product of matrices, , with  
upper Hessenberg and  upper triangular. 

A new SLICOT-based MEX-file, caresol_haeig 
(referred to as caresol below, for brevity), has been 
developed to solve CAREs using the structure-
exploiting Hamiltonian approach. It is intended to 
extend this MEX-file to also cover generalized 
systems and discrete-time systems using the skew-
Hamiltonian/Hamiltonian approach. The MEX-file 
has options to use either  or 2  range vectors, or to 
use one or the other of these sets for finding a basis 
for the stable invariant subspace, or to compute both 
sets or bases and choose the set giving the minimum 
relative residual of the computed CARE solution. 
Internal Hamiltonian balancing is used, if requested. 
The relative residuals are computed with the formula 

| |

| | | | || ||
 ,                                      (10) 

where  denotes the computed solution and the 
Frobenius norm is used. The recently developed 
SLICOT subroutine, SG02CW, has been modified to 
find and return both the residual matrix and the 
relative residual. 

4. NUMERICAL RESULTS 

This section presents a summary of the results 
obtained using the new SLICOT MEX-file, caresol, 
based on the structure-exploiting Hamiltonian 
approach. 

The experiments have been performed on an Intel 
Core i7-3820QM portable computer (2.7 GHz, 16 
GB RAM, relative machine precision ε  2.22	
10 ), using Windows 7 Professional (Service Pack 
1) operating system (64 bit), Intel Visual Fortran 
Composer XE 2015 and MATLAB 8.4.0.150421 
(R2014b). The caresol executable has been built 
using the MATLAB-provided optimized LAPACK 
and BLAS subroutines. 

All examples with 960 from the COMPleib 
benchmark collection (Leibfritz and Lipinsky, 2003) 
have been tried, but Example REA4 cannot be solved 
since it has no finite solution. Consequently, 150 
different problems have been solved. The essential 
results are shown in the following figures. The terms 
„invar”, „minres”, and „balance”, used in the figure 
titles, refer to the caresol execution options, namely, 
using an invariant subspace basis, minimum residual, 
and balancing, respectively. Also, „no balance” and 
„care balance” specify that no balancing or balancing 
performed by care, respectively, has been used by 
both solvers. Moreover, „full balance” means that 
caresol used both Hamiltonian balancing and care 
balancing. The terms „caresol (n)” and „caresol 
(2n)”, which appear in some of the figure legends, 
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specify the number of vectors used to compute a 
basis of the invariant subspace, or to directly 
compute the CARE solution. The option for using the 
range vectors produced the same relative errors and 
residuals as the option „invar”, but slightly shorter 
execution times. 

The first experiment tried to solve the CAREs 
without scaling in care and caresol. The CARE 
Example EB6 (example # 56) could not be solved by 
caresol, which found that the Hamiltonian spectrum 
is too close to the imaginary axis; care solved this 
CARE, but with a residual norm of about 5 108 and 
a relative residual of about 0.042. Similarly, example 
TL (example # 62) could not be solved by any solver 
with no scaling. As expected, the badly scaled 
problems could not be solved accurately, without 
scaling, by care and caresol. 

Figure 1 displays the relative errors, | | /
| | , of the solutions , computed by caresol (with 

either  or 2  vectors used for obtaining the bases of 
the stable invariant subspaces), in comparison with 
the solution , computed by care. The caresol 
option to use  vectors led to larger relative errors 
than the option with 2  vectors for 76 examples. 
Figure 2 plots similarly the relative errors when using 
caresol option for choosing the solution with 
minimum relative residual. With 16 exceptions, the 
relative errors are less than 10 . 

The second experiment used the scaling in care also 
for caresol. Various options for caresol have been 
activated. Figure 3 displays the relative errors of the 
solutions with  or 2  vectors used for invariant 
subspace computations, while Fig. 4 shows these 
errors for the option „minres”. The caresol option to 
use  vectors led to larger relative errors than the 
option with 2  vectors for 88 examples. With 7 
exceptions, the relative errors are less than 10  with 
option „minres”. 

 

 

Fig. 1. Relative errors for caresol (invariant subspace and 
no balancing), compared to care(...,’no balance’). 
 

 

 
Fig. 2. Relative errors for caresol (invariant subspace, 
minimum residual, and no balancing), compared to 
care(...,’no balance’). 
 

 

 
Fig. 3. Relative errors, with respect to care solution, for 
caresol (invariant subspace and care balancing). 
 

 

 
Fig. 4. Relative errors, with respect to care solution, for 
caresol (invariant subspace, minimum residual, and care 
balancing). 

 

The third experiment has been to solve the 150 
CAREs with Hamiltonian balancing in caresol, while 
full balancing has been used in the fourth experiment. 
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Figure 5 and Fig. 6 show the relative errors in the 
fourth experiment, when „invar” and both „invar” 
and „minres” options, respectively, have been 
enforced for caresol. The results in Fig. 6 are 
practically the same as in Fig. 4. 

 

Fig. 5. Relative errors, with respect to care solution, for 
caresol (invariant subspace and full balancing). 

 

Fig. 6. Relative errors, with respect to care solution, for 
caresol (invariant subspace, minimum residual and full 
balancing). 

In the same manner, relative residuals and timing 
results are plotted. Figure 7 shows the relative 
residuals, without any balancing, for care and caresol 
(invariant subspace, minimum residual). With few 
exceptions, caresol provided smaller relative 
residuals. Figure 8 and Fig. 9 plot the relative 
residuals for care balancing and full balancing, 
respectively. Figure 10 displays the residuals in the 
second case, using the „minres” option. Figure 11 
and Fig. 12 plot the CPU times for full balancing. 

5. CONCLUSIONS 

Basic theory and implementation issues for using 
structure-exploiting Hamiltonian approach to solve 
standard continuous-time algebraic Riccati equations 
have been presented. The numerical results obtained 
with a new solver show increased accuracy, but also 
higher efficiency (for small and moderate size 

problems) in comparison with state-of-the-art 
MATLAB solver. Extensions to generalized and 
discrete-time systems are planned. Solution of 
algebraic Riccati equations is the key step for 
optimizing the operation of linear dynamic systems. 

 

Fig. 7. Relative residuals for care(…,'no balance') and 
caresol (invariant subspace, minimum residual, and no 
balancing). 

 

Fig. 8. Relative residuals for care and caresol (invariant 
subspace and care balancing). 

 

Fig. 9. Relative residuals for care and caresol (invariant 
subspace and full balancing). 
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Fig. 10. Relative residuals for care and caresol (invariant 
subspace, minimum residual and full balancing). 

 

Fig. 11. CPU time for care and caresol (invariant subspace 
and full balancing). 

 

Fig. 12. CPU time for care and caresol (invariant subspace, 
minimum residual and full balancing). 
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